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Overview: In this submission, I optimized the Decision Tree model from task 1 by applying optimization techniques, regularization methods and ensemble learning techniques suitable for the model and compare the performance improvements using RMSE and R-Squared metrics.



D.1 Why I chose Random Forest and Gradient Boosting models:

1. Random Forest: This algorithm uses bagging, building multiple trees in parallel on random datasets and combining their results. Instead of relying on a single decision tree, Random Forest model generates a collection of decision trees, each trained on a random subset of the input data, reduces variance and provides stable predictions across different variables [1].

2. Gradient Boosting: this ensemble algorithm uses sequential tree building where each tree corrects the previous errors and improves predictive capabilities and typically achieves higher accuracy than Random Forest. The iterative error correction is valuable for predicting extreme pollution events when accurate health risk assessment is most important [2].


D.2 Why I chose the Regularization methods:

1. Random Forest: I used the max_depth to limit how deep each tree can grow, preventing overly complex decision rules that memorize training data noise and control overfitting. I also used min_sample_leaf=10 to require at least 10 samples at each leaf node, preventing splits based on small data subsets. This regularization method ensures the model learns from meaningful patterns rather than individual outliers [3].

2. Gradient Boosting: I used a low learning_rate regularization method to shrink each tree’s contribution, preventing rapid overfitting, and I used max_depth to control the model complexity and prevent memorizing training noise.







D.3 Why I chose the Grid Search and the Randomized Search:

1. Grid Search: I chose Grid Search because it performs an exhaustive search over a predefined set of hyperparameter combinations, guaranteeing the best result within that range. It is a reliable and thorough optimization techniques well suited for regression models such as Random Forest and Gradient Boosting algorithms.


2. Randomized Search: I chose randomized search because it randomly samples combinations of hyperparameters from a defined distribution, exploring larger spaces efficiently. This method is particularly useful when exploring larger parameter spaces, as it can often find near-optimal solutions with fewer iterations.

In our air quality case, Grid Search provides thorough focused exploration, while Randomized Search enables broader discovery. The results showed different patterns for each model: For Random Forest, Grid Search achieved better performance (RMSE=0.1193) than Randomized Search (RMSE=0.1265), suggesting that the systematic parameter exploration within defined ranges was more effective for this model. For Gradient Boosting, Randomized Search outperformed Grid Search with 7.46% improvement (RMSE: 0.1193→0.1104) compared to Grid Search's 3.09% improvement (RMSE: 0.1193→0.1156), demonstrating that broader parameter exploration discovered better configurations for this ensemble method [4].

D.4 Explanation of the Evaluation Metrics

Two evaluation metrics were used: Root Mean Squared Error (RMSE) and R-squared
1. RMSE: it measures average prediction error in original units (health risk points). It heavily penalizes large errors, which is critical when underestimating health risks could have significant public health implications.

2. R-Squared: it shows the proportion of variance explained by the model. It's intuitive for stakeholders, for example, explaining 97% of health risk variance is more interpretable than RMSE values, and validates that environmental and pollutant variables account for most of the variation in predicted health outcomes.

















D.5 Summary:

MODEL PERFORMANCE COMPARISON 
--- Decision Tree ---
(RMSE): 0.1912, R-squared (R2): 0.9195
--- RANDOM FOREST ---
Baseline -> RMSE: 0.1778, R2: 0.9304
Grid Search -> RMSE: 0.1193, R2: 0.9687
Random Search -> RMSE: 0.1265, R2: 0.9647
--- GRADIENT BOOSTING ---
Baseline -> RMSE: 0.1193, R2: 0.9686
Grid Search -> RMSE: 0.1156, R2: 0.9705
Random Search -> RMSE: 0.1104, R2: 0.9731

Optimization significantly improved both ensemble models over the Task 1 Decision Tree baseline (RMSE=0.1912), 
demonstrating the value of advanced ensemble methods and hyperparameter tuning.

Random Forest showed significant improvement from its baseline performance (RMSE = 0.1778). After optimization, Grid Search achieved the best Random Forest results with RMSE = 0.1193 and R² = 0.9687, showing a 32.9% reduction in prediction error compared to its baseline. This indicates that structured parameter exploration identified improved model complexity and regularization settings.

Gradient Boosting demonstrated strong performance. Its baseline model (RMSE = 0.1193) already outperformed Random Forest. Optimization further enhanced performance, with Grid Search reducing RMSE to 0.1156 (3.1% improvement), and Randomized Search achieving the best overall performance (RMSE = 0.1104, R² = 0.9731), reflecting a 7.5% improvement over its baseline.

Optimization technique comparison: Grid Search outperformed Randomized Search for Random Forest, while Randomized Search was better for Gradient Boosting. This indicates that the optimal optimization approach depends on the specific ensemble method and its parameter landscape.

Best model: Random Forest with Grid Search (RMSE=0.1193, R²=0.9687) and Gradient Boosting with Randomized Search (RMSE=0.1104, R²=0.9731) both outperformed the Task 1 baseline Algorithm. Gradient Boosting with Randomized Search provides the most accurate predictions—a 42.3% improvement over the Decision Tree from Task 1, making it optimal for EPA air quality monitoring.
[bookmark: _GoBack]
Overall, both optimized ensemble models outperformed the original Decision Tree Regression model from task 1. However, Gradient Boosting with Randomized Search delivered the best predictive accuracy.

E. Resources:

[1] Why Random Forests Outperform Decision Trees: A Powerful Tool for Complex Data Analysis | Medium https://medium.com/@brijesh_soni/why-random-forests-outperform-decision-trees-a-powerful-tool-for-complex-data-analysis-47f96d9062e7 

[2] What is Gradient Boosting? | IBM
https://www.ibm.com/think/topics/gradient-boosting 

[3] RandomForestClassifier| scikit
 https://scikit-learn.org/stable/modules/generated/sklearn.ensemble.RandomForestClassifier.html  

[4] README.md | task_2 
https://gitlab.com/wgu-gitlab-environment/student-repos/zbenmo1/d682-ai-optimization-for-computer-scientists/-/tree/task_two?ref_type=heads 
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