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Overview: In this submission, I will adapt the optimized Gradient Boosting model developed for Urban Air Quality Health Risk to a new case, Water Quality Monitoring. The report describes the adaptation strategies, the logic for modifying the model from regression to multi-class classification.



A1. Adaptation Strategies, Domain Requirements, and Constraints

The tuned Gradient Boosting model with Randomized Search was designed to predict Health Risk Score from weather, pollutants variables. To adapt this model for water quality monitoring, we need to carefully develop a strategy with different data characteristics, domain specific standards and real world constrains. 

Adapting Strategy:
First, the core pillar of the strategy would be reframing the prediction task from a model that predicts a continuous score (HealthRiskScore) to a new adapted model that classifies each water sample into three categories; Potable, Non- Potable or contaminated. Second, would be replacing the input feature set with water quality parameters, based on measurable chemical and physical indicators. The input features from the original model, such as Heat Index and Humidity, are replaced with domain-relevant water quality variables. Research on machine learning-based water quality classification has identified key parameters including pH, turbidity, dissolved oxygen, chloramine concentration, conductivity, nitrates, sulfates, chlorides, fluorides, and heavy metal content as the primary indicators of potable water safety, and the presence of chemical contaminants such as lead, arsenic, and coliform bacteria. These parameters are standard indicators used by environmental agencies to assess drinking water safety [1].


Domain-Specific Requirements:
Water quality monitoring is governed by strict, legally enforced frameworks like Safe Drinking Water Act (SDWA) and Clean Water Act(CWA), that impose specific technical requirements [2]. Therefore, the adapted model must be able to ingest data from multiple collection sources, such as treatment plants, distribution pipelines or even natural water bodies. Additionally, the adapted model must be capable of near real time inference, as contamination events can escalate rapidly and require immediate response. In case of contamination, interpretability is as important and it plays critical role explaining to water operators and public health official why the model flagged a sample as Contaminated, not just that it did. This makes the built-in capability of the adapted Gradient Boosting model, Feature Importance especially valuable in this domain, as it shows which feature most influenced a prediction [3].

Constrains:
Working with water quality data presents several real-world challenges and constraints. One major issue is class imbalance. Depending on the monitoring context, one category can dominate the dataset. For example, Unsafe readings outnumber Safe readings, as shown in a large-scale groundwater dataset reporting 107,675 Unsafe samples compared to 80,948 Safe samples out of 188,623 observations [7]. If not trained correctly, the model classifier can easily become biased toward majority class unless resampling and adjusting class weights are used during the training to make sure critical cases are still detected, even if it’s rare occurrence.

Another practical challenge involves data quality. Water monitoring networks rely on sensors that can fail, drift out of calibration, or experience communication disruptions, particularly in rural or hard-to-reach areas [4]. These issues often result in missing or noisy data, requiring careful preprocessing and imputation strategies before model training.

Finally, any AI solution must fit within the established regulatory frameworks such as in the U.S. Safe Drinking Water Act (SDWA) or Water Frameworks Directive (WFD) in Europe, and relevant state-level regulations, which may restrict automated decision-making without human oversight in public health contexts [5].

A2. Rationale for Model Modifications
The most important modification to the original model is the transition from a regression task to a multi-class classification task. 
The Transition from Regression to Gradient Boosting Classifier:
The optimized Gradient Boosting Regression model tuned with Randomized Search outputs a continuous Health Risk Score, which is well suited for air quality because risk exists on a continuous level and aligns with concerned parties needs in case of alarming events. In water quality management, however, a water sample is either potable (safe to distribute), Non-potable (needs treatment) or critically contaminated and requiring immediate shutdown. Regulatory frameworks such as Safe Drinking Water Act (SDWA) and water quality standards are threshold-based, meaning that specific contaminant concentrations are set as limits that must not be exceeded rather than as continuous risk scores in air quality [6]. Which is why switching to a Gradient Boosting Classifier aligns directly with the model’s output format and with how the operators and regulators make decisions, water is compliant (below threshold) or in violation (above threshold) which means the water either needs treatment or complete shutdown. 
New Performance Metrics:
Now that the model is classification instead of regression, the evaluation metrics must change accordingly. RMSE and R-Squared are replaced by accuracy, weighted F1 score, and most critically recall for the Critical class. Accuracy tells us the percentage of all predictions the model got right, but this can be misleading when some categories are rare compared to others. In cases where missing a true positive has serious consequences, such as failing to detect a Critical contamination event, recall becomes especially important. Recall measures how many of the actual critical cases the model successfully identifies. In situations like public health monitoring, it’s often better for the model to flag a sample as potentially critical (even if it turns out to be safe) than to miss a real contamination event, because the cost of a false negative can be much higher than a false alarm. Finally, the F1 score combines recall and precision into a single number, which helps evaluate overall performance when the data are imbalanced and both types of errors matter [8]. 
Retaining the Gradient Boosting Architecture:
Keeping Gradient Boosting as the base algorithm is deliberate. The original model demonstrated that Gradient Boosting with Random Search optimization outperformed both Decision Tree and Random Forest baselines on structured environmental data. This is further validated by independent water quality research: in a study comparing six classification algorithms on a dataset of over 188,000 water samples, the GBDT model outperformed all other single models including MLP, SVM, and Logistic Regression, achieving an accuracy of 0.8719 and an AUC of 0.9277 [9]


	Dimension
	Original Model (Air Quality)
	Adapted Model (Water Quality)

	Task Type
	Regression
	Multi-class Classification

	Output
	Continuous Health Risk Score
	Potable / Non-Potable / Contaminated

	Target Variable
	healthRiskScore
	waterQualityClass

	Key Input Features
	Heat Index, Humidity, Wind Gust
	pH, Turbidity, Dissolved Oxygen, Contaminants

	Algorithm
	Gradient Boosting Regressor
	Gradient Boosting Classifier

	Primary Metric
	RMSE, R²
	Accuracy, F1 Score, Recall

	Regulation Context
	EPA Air Quality Standards
	EPA Safe Drinking Water Act


Table 1. Comparison of original air quality model and adapted water quality classification model
A3. Potential Impact of the Adapted Solution

The adapted Gradient Boosting Classifier for water quality monitoring has the potential to meaningfully improve how utilities, regulators, and communities manage potable water safety. Traditional methods for water quality classification rely on chemical analysis and physical measurements conducted in laboratories, processes that are often time-consuming, costly, and dependent on expensive equipment, making large-scale real-time monitoring difficult [10]. The adapted model addresses these limitations directly. However, realizing its full potential depends on how well the solution is scaled, integrated, and governed within existing infrastructure and regulatory frameworks.
Scalability:
The adapted model is inherently scalable. A single trained classifier can be deployed across multiple monitoring stations, each feeding sensor data into centralized pipeline. With cloud-based infrastructure such AWS or Azure, the system could analyze thousands of readings daily across an entire municipal distribution network without heavily local computing resources.
 As new stations are added or new contaminants emerge, for example Per- and polyfluoroalkyl substances, a group of persistent environmental contaminants, are now included in the U.S. EPA’s national drinking water regulations, the model can be retrained incrementally with new data without rebuilding the architecture from scratch. This flexibility makes it valuable not only for large utilities but also for smaller systems that currently lack advanced analytical capabilities [11]. 
Integration:
Integrating the model with existing water management systems requires connecting it to operational platforms such as SCADA (Supervisory Control and Data Acquisition), which utilities already use to monitor network conditions [12]. The model output, predicted class labels (potable, non-potable and contaminated) along with probability scores, can be displayed on operator dashboards, mobile alerts, and emergency systems via APIs when a critical prediction is made. 
Another important aspect of integration is interoperability with established data standards used in environmental monitoring. For example, the EPA’s Water Quality Exchange (WQX) is a national framework and common data format for sharing water quality information among federal, state, tribal, and local partners [13]. By aligning the adapted model outputs with formats like WQX, the results can be more easily combined with traditional monitoring data and shared across systems and organizations in a seamless integration.
Performance:
Based on the strong performance of the original optimized Gradient Boosting model (R²: 0.9731, RMSE: 0.1104), the adapted classifier is expected to perform well on structured water quality data, provided the training dataset is sufficiently representative. The major performance challenge remains class imbalance; rare critical events must be detected reliably, which requires techniques like class resampling, threshold tuning, and pilot testing at a few stations before full rollout.
Regulatory Considerations:
The adapted model operates within a complex regulatory environment. In the U.S. for example, the Safe Drinking Water Act (SDWA) requires water systems to monitor specific contaminants and report violations to state and federal authorities. In Europe, frameworks like the Water Framework Directive (WFD) set similar standards. An AI classifier does not replace these legal obligations, but it can serve as an early detection layer that complements mandated laboratory testing. Providing interpretable outputs, such as feature importance scores, supports human-in the-loop decision-making and helps compliance documentation.
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